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1. a) What is an operating system? Explain in bhefdifferent services which it provides. 10
Ans: Operating System:-

A program that acts as an interface between aaisecomputer and the computer
hardware and controls the execution of applicapimgrams.

Operating system goals:

1) Execute user programs and make solving user prebasier.
2) Make the computer system convenient to use.
3) Use the computer hardware in an efficient manner.

Example: Different types of operating systems: Winwd, MacOS, UNIX, Linux, ect.
Operating System Services
One set of operating-system services provides immsthat are helpful to the user:

1) User interface - Almost all operating systemeeha user interface (Ul)Varies between
Command-Line (CLI), Graphics User Interface (GW@atch

2) Program execution - The system must be ttbload a program into memory and
to run that program, end execution, either normadlgbnormally (indicating error)

2. I/O operations - A running program may require, i@ich may involve a file
or an I/O device.

3. File-system manipulation - The file system is aftrular interest. Obviously,
programs need to read and write files and direzsorcreate and delete them, search
them, list file Information, permission management.

4. Communications — Processes may exchange informatiothe same computer
or between computers over a network

5. Communications may be via shared memory or throogfssage passing
(packets moved by the OS)

6. Error detection — OS needs to be constantly awbpessible errors
7. May occur in the CPU and memory hardware, in I/@aks, in user program
8. For each type of error, OS should take the appatg®action to ensure correct

and consistent computing

9. Debugging facilities can greatly enhance the usang programmer’s abilities
to efficiently use the system
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Another set of OS functions exists for ensuringdfieient operation of the system itself
via resource sharing

1.

Resource allocation \WWhen multiple users or multiple jobs running comeuntly,

resources must be allocated to each of them

1.

Many types of resources - Some (such as CPU cyclas) memory, and file

storage) may have special allocation code, otlsrsh(as I/O devices) may have general
request and release code.

2.

Accounting - To keep track of which users use how much and wads of

computer resources

3.

Protection and security - The owners of information stored in a multiuser or

networked computer system may want to control uséhat information, concurrent
processes should not interfere with each other

1.

2.

Protection involves ensuring that all access to system ressus controlled

Security of the system from outsiders requires user auittein, extends to

defending external I/O devices from invalid accatssmpts

3.

If a system is to be protected and secure, prem@itmust be instituted

throughout it. A chain is only as strong as its kesd link.

b) i) Explain different system calls of O.S. 05

Ans: System Calls:-

A.

B.

Programming interface to the services providediey@S
Typically written in a high-level language (C or ©+

Mostly accessed by programs via a high-level Agpian Program Interface (API) rather
than direct system call use

. Three most common APIs are Win32 API for Window®3PX API for POSIX-based

systems (including virtually all versions of UNIXjnux, and Mac OS X), and Java API
for the Java virtual machine (JVM)

Types of System Call

A system call is made using the system call maclainguage instruction. System calls can be
grouped into five major categories.

1. File management

2. Interprocess communication
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3. Process management
4. 1/0 device management
5. Information maintenance.

1. File management :

a. Create : Create a new file and openit.
b. Delete : Delete afile.
c. Open : Open afile to read or write.

d. Close : Close a file, indicating that file is lemger using it.
e. Read : Read a byte from an open file.

f. Write : Write a byte to an open file,

g. Stat : Get information about a file,

h. Unlink : Remove a file from a directory.

i. Get file attribute and set file attribute - Abnte includes file name, file type, protection escand
accounting information.

2. Interprocess communication :

a. Create message queue : Create a queue to heddgee

b. Send message : Send a message to a message queu

¢ Receive message : Receive a messageafroessage queue.
d. Close connection : Terminates the comoation.

3. Process management system call :

a. Create process : Create a new process.

b. Terminate process . Terminate the m®oeaking the system call.
c. Wait : Wait for another process to exit.

d. Fork : Create a duplicate of the process ngplisystem call.

e. End : Halt the process execution normally.

f. Abort: Halt the process execution abnormally.

g. Load: Load the process into memory
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h.

Execute: Execute the loaded process.

i. Get process attributes and set process attebute

j- Allocate and free memory.

4.
a.

b.

C.
d.

e.

f.

. Read, write :

. Stat :

I/O device system calls :
Request device:
Release device:

Same as file system call.

. Information maintenance :
. get time and date

. set time and date

set process, file or device attributes.
get process, file or device attributes
get system data

set system data.

To ensure exclusive useotel

Release the device aftsh@d with the device.

Get information about an I/O device.

The operating system provides a set of operationghware called system calls. A system call
interface is the description of the set of systatisédmplemented by the operating system.

i) Differentiate monolithic and layered

ANS:

structuo¢ O.S.

05

Monolithic Operating System

Layered Operating Systm

The components of monolithic operatinghe components of layered operating sys
aarg organized into modules and layers th

system are organized haphazardly and

module can call any other module without armne on top of the other.

reservation.

[em
em

When a user- mode program calls a sys
service, the processor traps the call and {
switches the calling to kernel mod
Completion of system service, switches
thread back to the user mode, by the operg

tlEach module provides a set of functions

hat

tother module can call. Interface functions any
¢particular level can invoke services provided
t by lower layers but not the other way around.

iting
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system and allows the caller to continue.

The monolithic structure does not enfo
data hiding in the operating system.

d@ne advantage of a layered operating syg
structure is that each layer of code is gi

access to only the lower-level inter faces (and

data structures) it requires, thus limiting
amount of code that wields unlimited power.

It delivers better applications performan
but extending such a system can be diffig
work because modifying a procedure (
introduce bugs in seemingly unrelated part
the system.

CLayered operating system delivers low

tlapplication performance in comparison
timonolithic operating system.

5 of , _
Layering also makes it easier to enhance

operating system, one entire layer can
replaced without affecting other parts of {
system.

Example Systems : CP/M and MS-DOS.

Example Systems: VAX/VMS,Multics, UNIX

2 a) Consider the following set of processes withléngth of cpu burst given in Ms.

Process Burst time Priority
P1 10 3
P2 1 1
P3 2 4
P4 1 2
P5 5 2

The processes are assumed to have arrived

in ther @1, p2, p3, p4, p5 at time 0.

i)Draw the Gantt chart for FCFS, S.1F, Priority aRbund Robin (Quantum= 1),

Ans: Gantt chart:

FCFS
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P|P|P|P|P|P|P|P|P|P|P|P|P|P|P|P|P|P|P5
1112|122 |1 1212|112 1|2 (3|3 |4 |5 |5]|5]5
SJF
P|P|P|P|P|P|P|P|P|P|P|P|P|P|P|P|P|P|P1
2/4|3|3|5|(5|5/5|5]1 (1|1 1|1 1|1 1|1
Priority
P /P |P |P|P|P|P P |P|P|P|P|P|P P |P|P|P |P3
2 4 |5 |5=wD'UD5 |9 |11} F1e 1 |AME-CT (1 M (M |3
Round Robin
P|P|P|P |P|P|P|P|P|P|P|P|P|P|P|P|P |P|P
11234 |5|1 (3|51 |51 /5|1 |5|1 |1 |1 1|1
i) Which algorithm results in the maximum averaggting time? 05

Ans: Waiting Time:

A. FCFS
Process Waiting time
P1 0
P2 10
P3 11
P4 13
P5 14

Average Waiting Time =( 0+10+11+13+14)/5 = 9.6 ms
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B. SJF
Process Waiting time
P1 9
P2 0
P3 2
P4 1
P5 4

Average Waiting Time =( 9+0+2+1+4)/5 = 3.2 ms

C. Priority
Process Waiting time
P1 7
P2 0
P3 17
P4 1
P5 2

Average Waiting Time =( 7+0+17+1+2)/5 = 5.4 ms

D. Round Robin

Process Waiting time
P1 9
P2 1
P3 5
P4 3
PS5 9

Average Waiting Time =( 9+1+5+3+9)/5 = 5.4 ms
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FCFS algorithm results in the maximum average ngitime i. e. 9.6 ms

b) Explain multilevel queue scheduling. 10
Ans: Multilevel Queue Scheduling

Multilevel queues are an extension of priority stlleng whereby all processes of the same priority
are placed in a single queue. For example, timasjhaystems often support the idea of foreground
and background processes. Foreground processesesanv interactive user, while background-
processes are intended to run whenever no foredrprotess requires the CPU. These two types of
processes have different response time requirerserthey require different scheduling algorithms.
May be the foreground processes have priority tvebackground processes.

Figure A shows the multilevel queue scheduling atgm. It divides the ready queue into the
number of separate queues. The processes are patyaassigned to one queue, generally based on
some property of the process, such as memory ginegss priority and process type. Each queue
has its own scheduling algorithm.

One queue may be scheduled by FCFS and anothee qpobe¢duled by RR method. Once the
processes are assigned to the queue, they camanoge the queue i.e. processes do not move from
one queue to the other since processes do not €ltheiy foreground or background nature. Figure
B shows the ready lists in a multilevel scheduler.

All the processes are arranged in ready list acegrtb the priority. Processes P1, P4, P9 have a
larger time slice than processes P4and P9. So they get a chance to execute only wigaegses
P2, P5, P7 and PIe blocked. Processes &% P1ican execute only when all other processes in
the system are blocked. They would face starvatitiis situation is rare.

Highest

priority

Medium priority
queue

Lowest

prioney Priority

Figure A:Multilevel queue scheduling
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Highest priority P dp i W T
level 1 = R Bied W fies Bk
Level 2 Pq =~ P4 ~ Pg
Lowest priority = of Py
level n - .
Figure B:Multilevel scheduler ready list
3. a) What is deadlock? Explain various deadloakvpntion techniques. 10

Ans: Deadlock:-

Permanent blocking of a set of processes that retbenpete for system resources or
communicate with each other

Involves conflicting needs for resources by twormre processes

There is no satisfactory solution in the generakca

Some OS (ex: Unix SVR4) ignore the problem andgmethat deadlocks never occur...
Example of Deadlock: File Sharing-

Consider two processes pl and p2, they updateeaFfiand require a scratch tape during the
updating. Only one tape drive T available. T andré& serially reusable resources, and can be used
only by exclusive access p2 needs T immediatelgrpo updating request operation blocks the
process requesting the resource, puts the proodse avait queue.

The process is to remain blocked until the requestsource is available. If the resource is avialab
the process is granted an exclusive access to it.

Release operation returns the resource being esldaghe system and wakes up the process waiting
for the resource, if any.

pl and p2 may run as follows:
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pl: .. p2: ..
request(F); request(T);
rl: request(T);

r2: request(F);

release(T); release(F);

release(F); release(T);

pl can block on T holding F while p2 can block ohdiding T
Necessary conditions for deadlocks: Four condstimnhold simultaneously
1. Mutual exclusion: At least one resource mustdid in a non-sharable mode

2. Hold and wait: Existence of a process holdingeatst one resource and waiting to acquire
additional resources currently held by other preess

3. No preemption: Resources cannot be preemptéuegystem
4. Circular wait: Processes waiting for resourcad by other waiting processes
Deadlock prevention techniques:

Each process must request and acquire all the deedeurces at the same time. Deny one of the
required conditions for a deadlock

1. Mutual Exclusion
Cannot be done for non-sharable resources (likegus)

Sharable resources (read-only _les) do not requineually exclusive access ) cannot be
involved in deadlock

Cannot deny mutual exclusion as some resourcesl@eently non-sharable

2. Hold and Wait
Processes can request and acquire all the resatroas time

Request resources only if the process is holdimgno
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If the process is holding any resources, they rhaseleased before requests can be granted
Disadvantages
1. Low resource utilization resources may get alled but not used for a long time

2. Possibility of starvation on popular resources

3. No Preemption

If a process holding resources requests for anaemource that cannot be immediately
allocated, all currently held resources are preethpt

Process restarted only when it regains all theuress

Suitable for resources whose state can be easi#ylaCPU registers, memory

4. Circular Wait
1) Impose a total ordering on all resource types
2) Each process requests resources in an increasiag@renumeration

3) If several instances of a resource required, desiregiuest must be issued for all of them

b) Explain critical section problem and its diffetesolutions. 10
Ans: The Critical Section Problem

When a process executes code that manipulatesdstiata (or resource), we say that the
process is in itsritical section(for that shared data)

The execution of critical sections mustrbatually exclusiveat any time: only one process is
allowed to execute in its critical section (evethamultiple CPUS)

Each process must request the permission to @mdtical section
The section of code implementing the request terenCS is called thentry section
The critical section might be followed by axit section

The remaining code is themainder section
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The critical section problem: to design a protocol that, if executed by cornenfrprocesses,
ensures that their action will not depend on tfienin which their execution is interleaved
(possibly on many processors

Framework for Critical Section Solution Analysis

2. Each process executes at nonzero speed, but nm@ssu on the relative speed of n
processes

3. General structure of a process:
repeat
entry section
critical section
exit section
remainder section
forever

Many CPU may execute, but memory hardware prev@ntsltaneous access to the same
memory location

No assumption about order of interleaved execution
Basically, a ME solution must specify the entry &xé sections
Requirements for a valid solution to the criticatBon problem
1. Mutual Exclusion
1. At anytime, at most one process can be in iticatisection (CS)
2. Progress

1. Only processes that are not executing in their &Bparticipate in the decision of
which process will enter next in the CS.

2. This selection cannot be postponed indefinitely
1. Hence, we must have no deadlock
3. Bounded Waiting

1. After a process has made a request to enter it$He@® is a bound on the number of
times that the other processes are allowed to @merCS

1. starvation otherwise
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What about process failures?

1 If all 3 criteria (ME, progress, bounded waitingg aatisfied, then a valid solution will
provide robustness against failure of a proceds iemainder section (RS)

1. Because failure in RS is just like having an irtéty long RS

2 However, no valid solution can provide robustnegsrest a process failing in its critical
section (CS)

1. A process Pi that fails in its CS does not sighat fact to other processes: for them
Piis still in its CS

Solutions for Mutual Exclusion

software reservationa thread must register its intent to enter G$than, wait until no
other thread has registered a similar intentiooteeproceeding

spin-locks using memory-interlocked instructioregjuire special hardware to ensure that a
given location can be read, modified and writtethaiit interruption (i.e. TST: test&set
instruction)

OS-based mechanisms for Miemaphores, monitors, message passing, lock files
4. a) Explain paging in detail. Describe how lodieddress converted to physical address. 10
Ans: Paging:

Paging is a memory management scheme. Pegflnges the external fragmentation. Memory is
divided into fixed size blocks Called page framBse virtual address space of a process is alsb spli
into fixed size blocks of the same size, calledgsag

f
1 Logical Physical }
address address | 000 ... 000

M1 1111
P{

Physical
memory

Page table

Figure A:Paging hardware
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The size of the page frame is determined by thevime. Figure A shows the paging hardware.
When a process is loaded into memory, the operatystem loads each page into an unused page
frame. The page frames used need not be contig@pesating system maintains the page table for
each process. The page table shows the framedadati each page of thocess.

CPU generates the logical address and it considisocoparts : a page number (P) and page offset
(d). In case of simple partition, a logical addrissthe location of a word relative to the begimgnof
the program, the processor translates that intoysipal address.

Page table stores the number of the page frameasid for each page. The page number is used as
an index into a page table. Page table containdaise address of each page in physical memory.

This base address is combined with the page dfisé¢fine the physical memory address that is sent

to the memory unit. Paging model of memory is shawiigure B.

The size of page is typically a power of 2, varyingtween 512 bytes and 16 MB per page,
depending on the computer architecture. Page siakvays a power of 2 because all addresses are
binary and are divided into page or page frame rarmahd offset. By making the page size a power
of 2, the page number, the page frame number amdffiset can be determined by looking at
particular bits in the address ; no mathematickiudations are required. The physical address ean b
generated by concatenating the offset to the fraumeber.

Frame
number

Main memory

Logical memory

Page table

=

w N
N WA=

Figure B:Paging model

Logical address consists of page number and pdgget.of

Page number (p) =m —n Page offset (d) =n

where
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p = Indexinto the page table
d = Displacement within the page

The logic of the address translation process iregaystem is shown in the following figure C. For
example, the virtual address isd03200H. This viragdress is split by hardware into the page
number and offset within that page. High order #t2sused as page number i.e. 003H and lower
order 12 bit is used for the offset i.e. (200H)g@aumber is used to index the page table and to
obtain the corresponding physical frame number H)ERhis value is then concatenated with the
offset to produce the physical address (FFF200Hichvis used to reference the target item in
memory.

Physical Page
address frame
000000 gz

100000

Virtual Virtual  page & a
address page number Page frame 101000 100
0000 0 ol FrD
01000 1 700 102000 101
1
02000 {—————-——l_‘z 103 103000 102
LDA 003200
st 2 3| FFF 104000 103
3
200 N >
FFF200
©- FFE000 FFE

FFF000 FFF

memory

Figure C:(Virtual address to physical address) paging

The operating system keeps track of the statusdi page frame by means of a physical memory
map that may be structured as a static table. ddjed! address space may be the same size as the
physical address space or it may be smaller. iE&@ddress space is small, it prevents one psoces
from monopolizing all of the memory. If the logicadidress space is larger than the physical address
space, all pages could not be resident in physmehory. Simple paging has no capability for
dealing with references to pages that are not imomng.

b) Calculate Hit and Faults using various page sg@ment policies. (FIFO, LRU, OPT) for the
following page sequence: (The page frame size. is 3)

2 3 5 4 2 5 7 3 8 7 10
Ans:FIFO
Frame | 2 3 5 4 2 5 7 3 8 7
0 2 2 2 4 4 4 4 3 3 3
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1 3 3 3 2 2 2 2 8 8
2 5 5 5 5 7 7 7 7
Page * * * * * * x *

Fault

Faults =8 and Hit=2

LRU
Frame| 2 3 5 4 2 5 7 3 8 7
0 2 2 2 4 4 4 7 7 7 7
1 3 3 3 2 2 2 3 3 3
2 5 5 5 5 5 5 8 8
Page | * m * m * m n "
Fault

Faults =8 and Hit=2

OPT
Frame| 2 3 5 4 2 5 7 3 8 7
0 2 2 2 2 2 2 7 £ 7 7
1 3 3 4 4 4 4 4 8 8
2 5 5 5 5 5 3 3 3
Page | * * * * * * b
Fault

Faults =7 and Hit=3

5. a) Explain different techniques of disk schedyli 10
Ans: 1) FCFS Scheduling :

The simplest form of disk scheduling is, of courde first-come, first-served (FCFS) algorithm.
This algorithm is intrinsically fair, but it genéisadoes not provide the fastest service. Consitier,
example a disk queue with requests for 1/0O to blocks on adirs
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98,183,37,122,14,124, 65, 67, in that order. If diek head is initially at cylinder 53, it will 8t
move from 53 to 98, then to 183, 37, 122, 14, B¥,and finally to 67, foa total head movement
of 640 cylinders. This schedule is diagrammed guFe A.

The wild swing from 122 to 14 and then back to ikétrates the problem with this schedule. If the
requests for cylinders 37 and 14 could be serviogdther, before or after the requests at 122 and
124, the total head movement could be decreasestasulally, and performance could be thereby
improved.

queue = 98, 183, 37, 122, 14, 124, 65, 67
head starts at 53

0o 14 37 536567 98 122124 183 199
l | 11 1 1] l |
b :

Figure A: FCFS disk scheduling.
2) SSTF Scheduling:

It seems reasonable to service all the requesse ¢tthe current head position, before moving the
head far away to service other requests. This gsisomis the basis for thehortest-seek-time-first
(SSTF) algorithm. The SSTF algorithm selects the request with thamrmim seek time from the
current head position. Since seek time increaststhe number of cylinders traversed by the head,
SSTF chooses the pending request closest to thentinead position.

For our example request queue, the closest retuése initial head position (53) is at cylinder. 65
Once we are at cylinder 65, the next closest | estjis at cylinder 67. From there, the request at
cylinder 37 is closer than 98, so 37 is served.réantinuing, we service the request at cylinder 14
then 98, 122, 124, and finally 183 (Figure B). Thisheduling method results in a total head
movement of only 236 cylinders—Ilittle more than dhed of the distance needed for FCFS
scheduling of this request queue. This algorithvegia substantial improvement in performance.

SSTF scheduling is essentially a form of shortestfirst (SJF) scheduling, and, like SJF
scheduling, it may cause starvation of some requémember that requests may arrive at any
time. Suppose that we have two requests in theegdeucylinders 14 and 186, and while servicing
the request from 14, a new request near 14 arrives.
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Figure B: SSTF disk scheduling.

This new request will be serviced next, making rdguest at 186 wait. While this request is being
serviced, another request close to 14 could arhivéheory, a continual stream of requests near one
another could arrive, causing the request for dgiril86 to wait indefinitely. This scenario becomes
increasingly likely if the pending-request queueves long.

Although the SSTF algorithm is a substantial imgroent over the FCFS algorithm, it is not
optimal. In the example, we can do better by moWrgghead from 53 to 37, even though the latter is
not closest, and then to 14, before turning ardorgervice 65,67,98,122,124, and 183. This strategy
reduces the total head movement to 208 cylinders.

3) SCAN Scheduling:

In the SCAN algorithm, the disk arm starts at oné ef the disk, and moves toward the other end,
servicing requests as it reaches each cylindetl, iugets to the other end of the disk. At theeth
end, the direction of head movement is reversed, smnvicing continues. The head continuously
scans back and forth across the disk. We agaiowsexample.

Before applying SCAN to schedule the requests dimasrs 98, 183, 37, 122,14, 124, 65, and 67,
we need to know the direction of head movemengddition to the head's current position (53). If
the disk arm is moving toward 0, the head will g8\37 and then 14. At cylinder 0, the arm will
reverse and will move toward the other end of tisi, dervicing the requests at 65, 67, 98, 122,124,
and 183 (Figure C). If a request arrives in theugugist in front of the head, it will be serviced
almost immediately; a request arriving just befimel head will have to wait until the arm moves to
the end of the disk, reverses direction, and cdraek.
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Figure C: SCAN disk scheduling.

The SCAN algorithm is sometimes called #levator algorithm, since the disk arm behaves just
like an elevator in a building, first servicing #tle requests going up, and then reversing to cervi
requests the other way.

Assuming a uniform distribution of requests foriegers, consider the density of requests when the
head reaches one end and reverses direction.Apdimt, relatively few requests are immediately in
front of the head, since these cylinders have tecberen serviced. The heaviest density of requests
is at the other end of the disk. These requests abo waited the longest, so why not go ther&irs
That is the idea of the next algorithm.

4) C-SCAN Scheduling:

Figure D: C-SCAN disk scheduling.

Circular SCAN (C-SCAN)schedulingis a variant of SCAN designed to provide a mordarm
wait time. Like SCAN, C-SCAN moves the head fronea@nd of the disk to the other, servicing
requests along the way. When the head reachegtieeend, however, it immediately returns to the
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beginning of the disk, without servicing any regsesn the return trip (Figure D). The C-SCAN
scheduling algorithm essentially treats the cylisdes a circular list that wraps around from thelfi
cylinder to the first one.

5) LOOK Scheduling:

As we described them, both SCAN and C-SCAN movealible arm across the full width of the disk.
In practice, neither algorithm is implemented thisy. More commonly, the arm goes only as far as
the final request in each direction.

Figure E: C-LOOK disk scheduling.

Then, it reverses direction immediately, withouingpall the way to the end of the disk. These
versions of SCAN and C-SCAN are called LOOK and @aK scheduling, because thiewk for a
request before continuing to move in a given dioecfFigure E).

b) Explain process concurrency/synchronization ioidaws O.S. 10
Ans: Process concurrency/synchronization of window®.S.:

Windows 2000 (W2K) provides synchronization amohgeads as part of the object architecture.
The mechanism used by the W2K executive to impléragmchronization facilities is the family of
synchronization objects, which consists of thedwihg:

* Process

* Thread

* File

*» Console input

* File change notification !
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* Mutex

» Semaphore

* Event

» Waitable timer

The first four object types in the foregoing lisavie other uses but also may be used for
synchronization. The remaining object types areifipally designed to support synchronization.

Each synchronization object instance can be iree#hsignaled or unsignaled state. A thread can be
suspended on an object in an unsignaled statethtead is released when the object enters the
signaled state. The mechanism is straightforwardthiead issues a wait request to the W2K
executive, using the handle of the synchronizatibject. When an object enters the signaled state,
the W2K executive releases all thread objectsdtatvaiting on that synchronization object.

Table 6.3 summarizes the events that cause eaebtaigpe to enter the signaled state and the effect
it has on waiting threads.

The mutex object is used to enforce mutually exetusccess to a resource, allowing only one
thread object at a time to gain access. It theeefionctions as a binary semaphore. When the mutex
object enters the signaled state, only one of hheatls waiting on the mutex is released. Mutexes
can be used to synchronize threads running inrdifiteprocesses.

Like mutexes, semaphores may he shared by thraadsiltiple processes. The W2K semaphore is
the classic counting semaphore.

The waitable timer is a new kernel object providetlVindows NT 4.0. In essence, the timer signals
at a certain time and/or at regular intervals.
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6. a) Explain file allocation in detail.
Ans: File Allocation
1. Issues in file allocation
a. When a new file is created, do we specify the maxmsize?
b. How big of a unit should we use when allocatingcgpiar a file?
c. How do we keep track of what space has been adlddata given file?
2. Problems tend to mirror memory allocation problems
3. PreAllocation
a. Declare max size in advance

b. May be hard to guess space needed
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c. Tendency to overestimate space needed
d. Ok if the file will never change
4. Dynamic allocation
a. Get space as the file needs it
b. Files are often no longer contiguous
5. Portion (unit) size
a. Larger units increase are more contiguous and aserperformance
b. Having lots of small units requires more spaceaftarcation tables
c. Fixed-size portions simplifies the reallocatiorsphice
d. Variable-sized units or small fixed-size units reelsiwasted space
6. Two common alternatives:

a. Variable-sized large contiguous portions

a.i. Minimizes waste, allocation overhead
a.i.  Have to deal with fragmentation
a.ii.l. First-Fit, Best-Fit, Nearest-Fit allocation

b. Blocks — Small fixed-size portions
b.i.  Abandons contiguity
b.i.  Allocate blocks as needed

i) Contiguous Allocation

B. A single contiguous set of blocks assigned toeaviihen it is created
a. Preallocation strategy with variable-sized portions

C. Good performance (especially for sequential files)

D. External fragmentation tends to occur
a. Use compaction to combine free space

E. Used by CD-ROMs (ISO 9660)

n

Example:
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Directory
Filename Start Length
FleA 2 3
FleB 9 5
FleC 18 8
FleD 3 2
FeE 26 3

if) Chained Allocation

B) Allocate on the basis of individual blocks

C) Directory only links to the first block
a. Each block points to the next block
b. Easy to add blocks to a file

D) No external fragmentation

E) No accommodation for locality

F) MSDOS FAT12/16/32 is a variation

G) Best suited to sequential files

H) Example:
a. FileB Start=1 Len=5
M #s % &'( & ) %$
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iii) Indexed Allocation

Directory has an entry for a index block

0 Index may or may not be in directory entry
Index block has pointers to the data blocks infilbe
Portions may be fixed or variable size
Supports both sequential and direct access te a fil
Most common form of allocation

0 Unix uses a variation on this
Example:

o FileB Index=24

b) Explain how memory management takes place mxLin
Ans: Linux memory management
Virtual Memory Addressing
1. Supports 3-level page tables
1. Page Directory
1. One page in size (must be in memory)
2. Page Middle Directory
1. Can span multiple pages

2. Will have size=1 on Pentium
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3. Page Table
1. Points to individual pages
Page Allocation
1. Uses a buddy system with 1-32 page block sizes
Page Replacement
1. Based on clock algorithm
2. Uses age variable
1. Incremented when page is accessed
2. Decremented as it scans memory
3. When age=0, page may be replaced
3. Has effect of least frequently used method
Kernel Memory Allocation
1. Uses scheme calledab allocation

2. Blocks of size 32 through 4080 bytes

7. Write short notes on: - 20
i) Semaphore
Ans: Semaphores
First defined by Dijkstra
Initialize a counter
0 Must be non-negative (often O or 1)
Operations
o Wait (P) — Decrement counter, then block if < @eetontinue
o Signal (V) — Increment counter, wake up a blockextess if now £ 0
No requirement on who wakes up, but generally demaiit starvation to occur
Can define a semaphore that wakes processesysimi¢tlFO order

Binary Semaphore — Can only take on values 0, 1
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o Can fairly easily use one to implement the other
Provide a very useful form of mutual exclusion
o Initialize semaphore sto 1
do forever:
wait(s)
critical section
signal(s)
1) Implementing Wait/Signal
1. Hardware primitives
1. Busy wait only occurs inside wait/signal
2. Software methods
3. Semaphore internals are the “critical section”tfer low-level methods
1. Generally these are short enough to be acceptable
2) Meaning of count:
1. if count >=0 : how many processes can call waitthewut blocking

2. if count <0 : how many processes are currentlghdd on this semaphore

i) Unix File System
Ans: Unix File System
1) Four types distinguished:
a. Ordinary
b. Directory
c. Special (devices, etc.)
d. Named Pipes
2) Inode - holds key information
a. Mode (permissions)

b. Number of links to this inode
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c. Owner ID, Group ID

d. File Size

e. Last Access Time

f. Last Modification Time

g. Inode Modification Time

h. File Allocation Info rmation

i. 10 Direct block addresses

i.i.  Single, Double, Triple indirect blocks
Unix Superblock

Inode count — Total # of inodes
Block count — Total # of blocks
Free Inode count
Free Block count
Block size — 1024, 2048, or 4096
Blocks per group
Inodes per group
Mount time — Last time mounted
Write time — Time of last change
Mount count — # of mounts
Max mount count

o Force check after mounted ____ times
Magic signature — Identify version

File system state — Clean unmount?

iil) Segmentation

Ans: Segmentation
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Programmer sees memory as a set of multiple segmesath with a separate address space
Growing data structures easier to handle

1. O.S. can expand or shrink segment
Can alter the one segment without modifying otlegnsents
Easy to share a library

1. Share one segment among processes
Easy memory protection

1. Can set values for the entire segment
Implementation:

1. Have a segment table for each process

2. Similar to one-level paging method

3. Info: present, modified, location, size

iv) Distributed O.S.
Ans: Distributed Operating System

» Distributed operating systems depend on netiugrior their operation. Distributed OS runs on
and controls the resources of multiple machineprdwides resource sharing across the boundaries
of a single computer system. It looks to users #ikeingle machine OS. Distributing OS owns the
whole network and makes it look like a virtual uipessor or may be a virtual multiprocessor.

» Definition : A distributed operating systemoaise that looks to its users like an ordinary ofiega
system but runs on multiple, independent CPU.

Advantages of distributed OS :

Resource sharing : Sharing of software resourcel ag software libraries, database and
hardware resources such as hard disks, printersCEIRIOM can also be done in a very
effective way among all the computers and the users

2. Higher reliability : Reliability refers to theedree of tolerance against errors and component
failures. Availability is one of the important aspef reliability. Availability refers to the fraictin of

time for which a system is available for use. Aafility of a hard disk can be increased by having
multiple hard disks located at different sitesoiie hard disk fails or is unavailable, the progeam

use some other hard disk.

3. Better price performance ratio.
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Reduction in the price of microprocessor and insirgacomputing power gives good price-
performance ratio.

4. Shorter responses times and higher throughput.

5. Incremental growth : To extend power and fumglay of a system by simply adding additional
resources to the system.

» Figure A shows the distributed system.

Figure A: The distributed system
» Examples of distributed operating system am@Aba, chrous, mach and v-system.
Difficulties in distributed OS are
1. There are no current commercially successfuingies.
2. Protocol overhead can dominate computation costs
3. Hard to build well.

4. Probably impossible to build at the scale ofithernet.
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